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Figure 1: The Check pane within the OntoCheck Tab displays the specification (left) of a test for a MixedCase-no separator naming convention on
OWLClassName for the active ontology (biotop). The ‘statistical data’ view (middle) provides the absolute amount and percentage of classes failing this
test. In this case only one class ‘condition’ violates the convention (by starting lower case). Clicking on it (right) marks it in the class hierarchy pane (left)
and opens an edit pane to allow for correction (below). Additional screenshots can be found on the OntoCheck website.

Regular Expressions

° differentia) appear be-
fore the part being qualified (genus). E.g.
‘NMR instrument® in  place of  ‘instru-
ment for NMR’.

e For object properties check that inverse relations
comply to a coherent similar from .g. for ‘has X’
the inverse I

. [ - -

lation  name inverse  of
'is bearer of.

o  Checking for punctuation, e.g. if dots are present,

allows for the detection of abbreviati

'inheres in' as

Minimum and Maximum character and word count

n e.g. being shorter than
4 characters or unreadable names longer than .g. 50 charac-
ters or 10 words.

All specified naming pattern checks can be stored in an
external file, as an editor is likely to do the same set of
checks on an ontology repeatedl , i.e. before each release

The Compare panel

I; - -

]

€

OWLClassName and rdfs:label, and then compares their
values for the selected subtree using the ‘equals’, ‘contains’
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OntoCheck: Verifying ontology Naming Conventions in Protégé 4

Ontology Target RU Check Violations
Node [abs, %]
BioTop root <rdfs:label> Upper case 12 (4)
start
BioTop root <owl:Class rdf:about> CamelCase 34 (8)
BioTop root <ru-meta:definition> Min card.=1 2 (.5)
DCO root <ru-meta:definition> Min card.=1 37 (8)
DCO ‘Disease’ <SNOMED_ID> Min card.=1 2 (2)
DCO root <ru-meta:synonym> Min card.>2 238 (40)
DCO root <ru-meta:label> Lower case 4 (3)
start
DCO ‘Drug” <ATC_ID> Min card.=1 6 (1)
DCO root <ru-meta:shortLabel> Max Char 3(.5)

Count < 20

Table 1. OntoCheck test cases and detected quantified violations. Target
Node refers to the selected Class in the hierarchy for which all subclasses
are tested. The RU selected to be checked is described via its owl syntax
element. [abs] refers to the amount of RUs of the specified type failing
the test. [%)] refers to the ratio of abs to the amount of all target node
subclasses.

or ‘starts with’ operator. Case and separator awareness can
be checked. As a result, classes with different values in the
specified RUSs are listed, and can now be rectified.

The Statistics panel

The Statistics panel (see webpage for screenshot) detects
and quantifies ontology measures useful for complexity
analysis, ontology evaluation and progress monitoring. The
developmental version with limited functionality presented
here allows displaying the percentage or absolute number of
RUs having ‘exactly’, ‘at least” or ‘at most’ a certain num-
ber of subclasses, ‘usages’ or annotations. This will allow
checking classes for having more than one of the same label
types, which should not be allowed for any label type other
than synonyms.

Further, we list and count all classes with no ‘usage’ in
restrictions other than subclass relations. This allows detect-
ing ‘ontological isolates’ with no dependencies, which are
ignored by any other logical definitions. Such isolates could
potentially be removed or hidden in a simplified view of an
ontology, focusing on the ontologies” network properties
and defined classes linked via object properties. Here, one
could order classes according to their ‘embeddedness’, list-
ing hub-nodes that have many in- and outgoing edges first,
as these are likely to represent the more important classes in
a formalized domain. As an application is likely to focus on
these ‘key classes’, particular care must be taken to ensure
domain coverage in sufficient granularity here.

Given a reasoner is activated, as part of an expressivity
analysis, besides counting the defined-to-isolate class ratio,
entailment densities and owl flavor element usage could
also be counted. Such metrics would enable the judgment
whether a certain semantics or OWL flavor was chosen
because it is en vogue or because it is needed.

To quantify OntoChecks outcome, we carried out an initial
statistical analysis in two ontologies, investigating the per-
centage of found RUs violating each convention-check (Tab

1).
3 DISCUSSION

Rendering labels in ontologies more consistent will pave the
way for tools that use lexical information in class names for
inconsistency detection, ontology integration, and formali-
zation, e.g. like OBOL [5], which recommends logical defi-
nitions for classes by exploiting lexical information from
labels. Lexical ontology alignment tools such as the
PROMPT tool suite [6] will be served with more robust
information making automatic alignment and integration
easier and more reliable. Recently ontology alignment and
transformation techniques have been designed that explicitly
rely on naming structures over the ontology graph [7], and
thus will particularly benefit from a prior clean-up.

As long as accepted recommendations for standard combi-
nations of single naming conventions are not available, we
enable checks on a per-convention basis, rather than allow-
ing checks for defined overall naming convention sets, e.g.
the Foundry vs. Manchester vs. Stanford style convention
sets. Given these were accessible in a standardized reposito-
ry, one could envision checks and enforcements of whole
naming schemes to be drawn from such libraries. We have
recently joined forces with the ontology design pattern
community [8] to transform naming conventions into such
formal reusable Naming ODPs, then accessible to tools like
OntoCheck to foster lexical harmonization.

We also investigate the reimplementation of parts of On-
toCheck as a webservice in order to foster integration into
Semantic Web portals like Watson [9] which would ease
reuse for portal and library providers, as semantic metrices
can be updated continuously and used for ontology compar-
ison, evaluation, ranking, e.g. helping to select compatible
artefacts with similar design principles to be aligned or
merged easily.

Future extensions and applications

In its current state OntoCheck works with the active ontolo-
gy only, ignoring all owl:imports, but this lack can be com-
pensated for checking all namespaces individually. We plan
expanding OntoChecks applicability to the whole depend-
ency structure.

At the moment the user has to amend the labels manually,
but RUs violating tests could be corrected automatically
(OntoCure) in the future.

For an updated list of desired and upcoming features, please
visit the OntoCheck webpages.

Check Tab
A future version should:
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e Check for naming clashes in equal (synonymous)
fields for different classes, e.g. if there is a class
with equal labels represented with different IDs.

e  Check if an imported ontology differs in naming
conventions from the active ontology.

e  Check for violation of class-subclass naming pat-
tern, i.e., situations when the head noun of a sub-
class is not adequately related via a taxonomic cor-
respondence to the head noun of its superclass. It
was observed that, for multi-token labels, such vio-
lations are nearly always caused either by a model-
ing error, such as confusion of taxonomy with par-
tonomy, or by a bad naming practice, e.g. ‘parsi-
monious’ omission of the true head noun [10]; this
is actually a natural consequence of the set-
theoretic nature of OWL ontologies.

Compare Tab
In the result list both variant forms will be displayed and the
found differences could be highlighted.

Statistics Tab
A future version should:

e  Detect abundant pre-, in-, suff- and postfixes and
list them according to frequency of occurrence. If a
postfix occurs often in siblings, a recommendation
could be issued to use this postfix in those labels
throughout, or as superclass label.

e Detect logical operators like AND, OR, NOT in
names, e.g. BioTop [11] has CarbohydrateMole-
culeOrResidue and OligoOrPolymer. These could
be potentially correlated with actual logical defini-
tions and disjoints.

e Semantic analysis could probably guide in expres-
siveness selection, e.g. words indicating cardinality
requirements, such as minimal, maximal, exact hint
for certain OWL 2 profiles.

4 CONCLUSION

Although in an early development stage, the OntoCeck
plugin already proved useful in carrying out pre-release
checks for ontologies in different projects [11, 12, 13]. It
has helped alerting developers on labeling violations and
contributed to keeping these ontologies clean from naming
errors. It also rendered our ontologies more complete by
curing the lack of metadata. Carried out as pre-release
check, the OntoCheck tests contributed to quality assurance
[14] in the mentioned projects as has been shown in previ-
ous attempts [15]. Ultimately, we hope this Protégé exten-
sion will ease lexical post-processing of annotated data and
hence increase overall secondary data usage by humans and
computers.
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ABSTRACT

Starting from an acknowledgment of the plurality of
epistemic motivations driving phenotype representa-
tions, our main contribution is a distinction between
six categories of human agents as individuals and
groups focused around particular epistemic interests.
We analyse the corresponding impact of these groups
and individuals on representation types, mapping and
reasoning scenarios, using the example of breast
cancer research. We in particular demonstrate a
heterogeneity of representation types for breast cancer
phenotypes and stress that the characterisation of a
tumour phenotype often includes parameters that go
beyond the representation of a corresponding empirically
observed tumour, thus reflecting significant functional
features of the phenotypes as well as epistemic interests
that drive the modes of representation. Accordingly,
the represented features of cancer phenotypes function
as epistemic vehicles aiding various classifications,
explanations, and predictions.

1 INTRODUCTION

The representation of phenotypes plays an important
role in clinical and biomedical knowledge. Besides
functional characterisations, a disease often gets
characterised through a distinction between ‘normal’
and ‘abnormal’ phenotypes, where ‘abnormal’ pheno-
types often serve as the marks of disease. The
‘abnormal’ phenotypes associated with a disease are
labelled as phenotypes of disease (PD). However, the
questions of what is ‘abnormal’ and what should be
considered as a phenotype of a disease and how such a
phenotype should be represented are rather contentious.
Clearly, the choice of how a PD should be represented
is normative and context dependent. Consider the case
of breast cancer and BRCA gene mutations. In the age
of genomic medicine, the very definition of disease has
changed introducing an asymptomatic diagnosis. So,
carriers of BRCA mutation, without having developed

*Corresponding author: aleksandra.sojic @ifom-ieo-campus.it

any signs of breast cancer, still have a likelihood of over
80% for developing an aggressive cancer phenotype
during their life span. Genomic medicine shifts the
focus of PD from a traditional organ level approach
to the gene level, treating apparently healthy people
as ‘patients’. For, the ‘normal’ breast phenotype in
a BRCA mutation carrier will be irrelevant in the
light of knowledge about ‘abnormal’, fine-grained
phenotypes related to the gene expression patterns of
the mutated gene. Although these new directions in
biomedicine aim towards an integration of clinical
and biomedical knowledge, in most cases the needs
of sub-domain knowledge significantly vary. So, a
clinician will have different criteria for a representation
than a molecular biologist. Regarding the goals of a
discipline and the research context, a representation
that is relevant for a clinician does not need to
satisfy the needs of a molecular biologist who is
aiming towards more fine-grained representations. As
a result, heterogeneous representations of breast cancer
phenotypes were employed in clinical and biomedical
knowledge [8, 4, 25].

Taking a very general position, representations of
PDs may include images acquired by technologies
such as ultrasound, X-ray, and microscopy of
histopathological samples. Moreover, representations
of PDs are not limited to visual representations,
but may include mathematical equations, statistical
graphs, molecular markers, microarrays data, and the
phenotype specific protein interactions, thus describing
PDs according to the needs of and knowledge
about a particular domain aspect. In addition, a
specific representation of a phenotype should not,
in general, be mistaken for the representation of
knowledge. Rather, a representation reflects which
aspects of knowledge have been targeted by the
representation. Accordingly, a representation reflects a
scientist’s choice of a representation type in order to
represent a certain subset of the domain knowledge—
therefore, ‘choosing a representation’ might be a
highly intentional act [6]. However, a representation
such as a histopathological image will not, itself,
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represent any knowledge unless it gets interpreted.
Knowledge within a domain is explicitly represented
only if the representations get systematically connected
with related interpretations, knowledge claims, and
reasoning over the representations. Therefore, besides
heterogeneity of PDs, biomedical ontology has to
deal with a heterogeneity of reasoning about PDs,
comprising different kinds of formal (or logical)
representations as well as various types of reasoning.
Conversely, the intended reasoning methods or types
over PDs also influence the choice of representation
of PDs because such representations are mediated by
domain specific methods and interventions, employed
in the imaging, measuring of the gene expression and
other diagnostic techniques [12]. For example, the
clinical representation of breast cancer goes beyond
the tumour imaging representation. According to the
standards of the TNM classificatory system [8], the
clinical classification of tumours might consider tumour
size (T), lymph nodes involvement (N), and presence
of metastasis (M). Of course tumour size is just one
feature and is not sufficient for the characterisation of
the tumour type. Cancer is a dynamic and complex
disease of an organism and the PDs go beyond the
characterisation of a tumour’s features captured in a
static picture. So, for example, knowledge about lymph
nodes’ status or proliferation marker KI-67 provides
additional information about a tumour’s phenotype.
Likewise, tumour markers provide a view on the PDs
through the specific interventions on the representation
such as staining samples in order to mark the presence
of hormone receptors. Had the estrogen receptor (ER)
been detected, the PD would have been described as
an ER positive tumour, which significantly differs from
an ER— (negative) tumour, which does not respond to
the endocrine therapy [7]. Thus, the therapeutic criteria
are also considered in the specification of the tumour
phenotypes.

2 A PLURALITY OF DOMAIN INTERESTS

Information technologies and formal tools such as
ontologies for knowledge representation (KR) are
aiming at the integration of heterogeneous knowledge
domains and different types of representations. Concur-
rently, clinicians and molecular oncologists are trying
to organise and apply the overwhelming and diverse
knowledge about cancer biology. Can these interests
of different disciplines meet in a constructive union,
while preserving the domain specific representations
and reasoning capabilities?

In this and the next section we outline some
of the requirements for achieving such a level of
interoperability.

We begin by giving a comparative analysis of the
distribution and character of knowledge involved in
the integration of heterogeneous types of knowledge
represented in knowledge bases (KBs). In particular,
we distinguish where, how, and by whom knowledge is
represented by characterising six epistemic groups, and
by discussing how membership to a group impacts the
representation as well as knowledge base types. Note
that these groups exhibit rich interdependencies and
partially overlap.

1. The characterisation of the epistemic groups starts
with the societal demands for problem solving,
such as, for example, the need for personalised
breast cancer therapy. The demands may be
represented in the form of standards, platforms
and funding policies. In a democratic society,
knowledge on this level can be represented as
common or shared knowledge available to the
members of society; knowledge can be distributed
through various channels or common-sense KBs.

2. The second epistemic group to be discussed is
at the level of an individual scientist whose
‘knowledge base’ is a collection of relevant
background knowledge, here to be understood
as cognitive representations placed in the mind,
arguably, in the form of conceptual maps (see [24]).

3. As the third epistemic group, we specify the
scientific communities, each of which is composed
of the specific disciplinary domain scientists
(clinicians, molecular biologists, bioinformaticians
etc.). This epistemic group establishes knowledge
within a scientific community as a received view,
having the form of explicit and inter-subjective
representations expressed in the respective scientific
languages, circulated through publications. Like in
group (1), knowledge can be distributed in various
ways, but related KBs will contain domain specific
knowledge.

4. The fourth group comprises scientific communities
formed around a particular problem (e.g. breast
cancer). As the group contains multidisciplinary
teams focused on a particular problem, knowledge
will need to be coordinated in such a way that
the used scientific terms and reference classes will
conform with knowledge within diverse domains.
For instance, the biomedical terms might be
structured into networks of terms that represent
how these terms are interrelated in the domain
knowledge. Thus, collaboration here results in
merging knowledge from different domains. The
representation of the merged knowledge coming
from different perspectives on the same problem
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might be a ‘unified semantic map’ (see group (2))
that serves as a semi-formal conceptual model and
an intermediate step towards the KB and the formal
ontology to be employed in KR.

5. The fifth is the communities of logicians and
ontologists who are formalising ontologies ac-
cording to the needs and specificities of a
particular field. Domain knowledge and the merged
domain knowledge will be expressed as ontologies
written in various formal languages (e.g. refining
foundational ontologies such as DOLCE [21],
BFO', or GFO? etc. formalised in OWL?3, first-
order logic, etc.)

6. The sixth group involves computer scientists,
programmers and engineers, who are designing
databases and applying formal ontologies as well
as various reasoning tools to large datasets.
Technically, a representation built on top of a
database involves types and mapping relations
structuring the data, and can be considered
as meta-data. Here the representation integrates
the types and mappings with instances (data).
Epistemic accuracy of the mappings depends on
how well the mappings correspond to the scientific
knowledge and the empirical findings of the
represented domain (e.g. breast cancer). In contrast
to groups (2) and (3), knowledge in a KB is not
scattered over various representational spaces or
layers, but integrated into one.

Knowledge levels, groups, or layers have of course
been discussed previously in the Al literature. For
instance, Newell introduced an agent-based distinction
between the ‘knowledge level’ and the ‘symbol level’
in [23], and [1, 10, 11] analysed layers in formal
ontology design. In more detail, Brachman, in 1979,
introduced a classification of the primitives used in KR
systems at the time [1], distinguishing the following
four levels: (i) ‘Implementational’, (ii) ‘Logical’, (iii)
‘Conceptual’, and (iv) ‘Linguistic’. Guarino [10, 11]
added to these four layers yet another layer, namely
the ‘Epistemological Layer’ for the primitives, situated
between the ‘Logical’ and the ‘Conceptual’ layers. Our
approach differs in that it mainly aims at distinguishing
human agents as individuals and groups focused
around particular epistemic interests, whilst analysing
the corresponding impact on representation types. A
more detailed analysis of the relationship to previous
‘layering approaches’ is left for future work.

1 See http://www.ifomis.org/bfo/
2 See http://www.onto-med.de/ontologies/gfo/
3 Seehttp://www.w3.org/TR/owl2-overview/

3 ONTOLOGY INTEROPERABILITY

We next discuss how the six epistemic groups impact
on representation types, choice of formalisms, kinds of
metadata, mappings, as well as reasoning. We begin by
inspecting the notion of an ontology itself.

A plurality of ontologies and formalisms

An often cited definition of the term ‘ontology’ in
computer science was given by Tom Gruber in 1992 [9]
(here heavily abridged).

A conceptualisation is an abstract, simplified view
of the world that we wish to represent for some
purpose. Every knowledge base, knowledge-based
system, or knowledge-level agent is committed to
some conceptualisation, explicitly or implicitly.

An ontology is an explicit specification of a
conceptualisation. [...] For Al systems, “what
exists” is that which can be represented. [...]
In such an ontology, definitions associate the
names of entities in the universe of discourse
(e.g., classes, relations, functions, or other objects)
with human-readable text describing what the
names mean, and formal axioms that constrain the
interpretation and well-formed use of these terms.
Formally, an ontology is the statement of a logical
theory. [9, p. 908-909]

This definition, whilst being controversial, still nicely
captures the main differences between the usage of the
term ‘ontology’ in philosophy vs. computer science and
artificial intelligence. Namely, consider the following
snippets from this definition:

e ‘simplified view of the world that we wish to
represent for some purpose’: an ontology as a
technical artefact is not intended to cover the
world in its entirety, but only chosen aspects
of the world, on specific levels of abstraction,
and for given purposes—Ilargely independent of
particular metaphysical positions such as realism
and antirealism; here, group (4) will typically
informally specify the relevant domain knowledge,
whilst group (5) is in charge of establishing
an agreement on how to formally codify this
knowledge.

e ‘committed to some conceptualisation’: ontologies
presuppose various decisions concerning onto-
logical commitments. These originate partly in
common sense knowledge (group (1)), precisifi-
cations given by members of group (2), and
agreements as they are established in groups (3)
and (4). Finally, the formal implementation of the
ontological commitments is again left for groups
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(5) and (6), merging collaborative interests of
(1)—(6).

e “‘what exists” is that which can be represented’:
ontological commitments are dependent on the
expressive capabilities of selected representational
formalisms. The choice of an adequate formal
language can only be established as an interplay
between logician (group (5)), computer scientist
(group (6)), and the domain experts of (3) and (4).

e ‘representational vocabulary’ and ‘human-readable
text’: there is a ‘tension’ between the logical
vocabulary used, and the natural language concepts
and terms it is meant to capture, and, in the case
of e.g. breast cancer, various forms of scientific
representations such as graphs, mathematical
equations, images, 3D models etc. Reconciling
this tension requires deep interaction between the
various groups of domain experts and formal
logicians and computer scientists.

e ‘an ontology is the statement of a logical theory’:
on a technical level, an ontology is seen as
equivalent to a logical theory, written in a certain
formalism. Clearly, this task is for group (5),
respecting the requirements of group (6).

Heterogeneity of formal languages is particularly
important in the life sciences, where size of ontologies
and needed expressivity vary dramatically. For example,
whereas weak (i.e. sub-Boolean) DLs suffice for the
NCI thesaurus (containing about 45.000 concepts)
which is intended to become the reference terminology
for cancer research [26], other medical ontologies such
as GALEN* require the full expressivity of the OWL
language (a decidable fragment of first-order logic),
while foundational ontologies typically require at least
full first-order logic (see [16]).

An example of a heterogeneous combination of
formalisms is discussed in [13], where it is shown that
in order to adequately represent the spatial structure of
molecules as they are described in chemical ontologies
such as ChEBI [2], ontology languages need to be
combined with formalisms such as monadic second-
order logic. We next investigate how such diversity
and heterogeneity is reflected in and how it originates
from the different group interests involved in the
representation of breast cancer phenotypes.

A plurality of mapping and reasoning types

In biomedical ontologies, metadata in the form of
tags, annotation, or more generally documentation,
is of particular importance. Indeed, many biomedical

4 See http://www.opengalen.org/
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Fig. 1. Knowledge granularity.

ontologies have an extremely shallow logical structure,
namely consist only of taxonomies, or even just of
sets of concepts, however accompanied with a rich
set of metadata. It is clear that the separation of the
epistemic groups from Section 2 has a direct impact
on the kinds of annotations and metadata that can be
expected to be generated. For instance, the particular
scientific communities (groups (2) and (3)) need not
associate identical sets of concepts as related to a term in
use. Had the ‘Human Epidermal growth factor Receptor
2’ (HER2, also known as ErbB2) been used as a
tumour marker in the community of clinical oncologists,
it would have been related to the diagnosis of an
aggressive tumour with a poor clinical outcome and a
low likelihood of a long term survival. On the other
hand, among the group of molecular biologists HER2
would be associated with the specific protein-protein
interactions that trigger the carcinogenic events.

As interests diverge among and within disciplines
concerning ways of describing a problem, distinguishing
similarities and difference makers will vary among
knowledge domains. So, HER2 will not be the
same difference maker for a clinician and for a
biologist. The main difference that will be relevant
for a clinician will be a difference in the patients
survival associated with the expression of HER2 [27].
The biologist who focuses on the cellular signalling
pathways might favour a differential expression of the
ErbB2 gene while comparing the phenotypes of two
types of cell lines [19]. Consequentially, justification
of asserted similarities and generalisations will ask
for a different kind of evidence in diverse domains.
Clinical evidence will be acquired through survival
analysis and clinical trials while biologists provide
evidence through diverse experimental and explanatory
methodologies [18]. Accordingly, the reasoning of
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the groups (2)—(4) influence the related mappings and
justifications implemented by the groups (5) and (6).

A relation between a term and its reference class
gets its justification within domain knowledge as
an adequate mapping relationship. The justification
is expressed through the claims that support the
mapping relations. Regarding the previous example,
‘HER2’ will be mapped onto a bad prognosis within
clinical knowledge, and the mapping will be justified
by the statistical data retrieved from the survival
analyses (see Fig. 1, Domain 1). Likewise, biological
knowledge provides an alternative mapping relation and
a related justification to the mapping between ‘HER2’
and ‘tumour aggressiveness’, e.g. protein interaction
pathways that result in cell proliferation and tumour
aggressiveness (see Fig. 1, Domain 2). These diverse
patterns of clinical and biomedical reasoning [3] can be
perceived as domain specific. A detailed analysis of the
mappings within and between knowledge domains asks
for a multidisciplinary approach involving a community
based process of knowledge production [5]. A group
of experts with a common interest is collaborating in
establishing standards that help them label and describe
the domain of interest [20].

4 DISCUSSION AND FUTURE WORK

Concurrently with the systematisation of epistemic
group levels, representation types and knowledge base
types, we intend to use the introduced distinctions
in order to characterise domain specific knowledge
representations for breast cancer phenotypes. Specif-
ically, we are interested in the problem of merging
knowledge from different domains and in analysing the
‘domain knowledge problems’ of [14] further through
inspecting a number of examples from molecular
oncology and clinical practice. Here, we have
demonstrated that such domain problems ask for a
plurality of onto-logical formalisms.

We have sketched the intertwined processes involved
in the integration of heterogeneous representations as
they originate from different epistemic groups that
are involved in complex domains such as breast
cancer research. Concerning formal representations
dealing with the heterogeneities of phenotypes, we
propose to endorse a framework that allows to
organise the various (domain) representations into
an interlinked modular structure, respecting the
plurality of formalisms, expressivities and aims, as
they are found across diverse scientific communities.
A further characterisation of the domain specific
epistemic interests, including a deeper understanding
of the characterised groups (1)-(6), would provide
a more sustainable integration of knowledge about

breast cancer, increasing interoperability of represented
information and, therefore, applicability of acquired
clinical and biological knowledge. A closer understand-
ing of the domain needs would also further support
decisions about which formalisms best suit a domain.
[15, 22] lay the foundation for a distributed ontology
language DOL, which will allow users to use their
own preferred ontology formalism whilst becoming
interoperable with other formalisms. At the heart of
this approach is a graph of ontology languages and
translations between them (see [17] for the theoretical
development).’ This graph enables users to:

e relate ontologies that are written in different
formalisms with various kinds of mappings,

e re-use ontology modules even if they have been
formulated in different formalisms, and

e re-use ontology tools like theorem provers and
module extractors along translations.

Indeed, we believe that no attempt at an integration
of knowledge can be epistemically sustainable unless
it respects the plurality of formal languages and tools,
methodologies and perspectives as they result from the
heterogeneity of the domain interests.
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ABSTRACT

Medical records are crucial resources for the whole health-
care practice. The amount and complexity of information
they bear require the use of automation. In this paper we
present a framework to represent information recorded in
medical records, drawing on Popper three worlds theory.
Then, we test such a framework by using a description of a
real clinical case. Finally, we offer recommendations of how
data can be properly arranged in order to incorporate as-
sorted representations like ontologies, information models
and reasoning rules.

1 INTRODUCTION

The medical record is a complex document employed for

several purposes in the healthcare realm. Proper documenta-

tion of medical encounters is an important task of a physi-
cian’s activity. Medical records have a myriad of uses in

healthcare processes, such as [11]:

e to support patient care: to remind staff of and communi-
cate information, to help in organizing the care process
(e.g. care information used in process coordination, clin-
ical decision making, patient demographics);

o to fulfill external obligations: legal requirements, accre-
ditation, reimbursement regulations (e.g. procedure cod-
ing), order documentation (e.g. exams, medication), and
events (including adverse events, surgeries, sample col-
lections);

e to support administration: in planning, controlling, and
refunding the health care institution’s services (e.g. me-
dication and medical materials used, equipment use,
procedure coding, diagnostic coding, name of profes-
sionals);

e to support quality management: by enabling critical
assessment and systematic monitoring of processes (e.g.
clinical outcomes);

e to support scientific research: by enabling patient selec-
tion and statistical analysis (e.g. possibly relevant clini-
cal information, not yet used in clinical reasoning, ac-
cording to research protocols);

e to support clinical education: by providing information
for critical review and case examples (e.g. contextual in-
formation about consultation setting).

“ To whom correspondence must be addressed.

As a consequence of those multiple uses, medical informa-
tion is a mix of facts, impressions, measurements, rules, and
knowledge recording. A classification of kinds of informa-
tion is required for automatic processing by computers, as
well for system interoperability.

Formal ontology allows robust reasoning, but restricts re-
presentation to reality entities. Non-realist information
(called here “epistemological information™) [5] comprises
some representations of symptoms, since there is no way to
ascertain the truth value of these assertions: “Neither signs
nor symptoms form a natural kind, but are rather composite
classes — fiat collections of bodily features delineated by
certain socially established cognitive practices on the parts
of clinicians and patients” [20].

In order to integrate realist and epistemological oriented
information, one must clearly define what such kinds of
information mean in medical records, why they are impor-
tant and which sort of automatic operations they should
support. Moreover, a clear separation between, on one side,
the entities in reality, and on the other side, the information
about them, makes easier the understanding of medical
records, allowing different logical operations and the use for
different purposes.

The goal of the present paper is to explore better approaches
to represent information registered in medical records, tak-
ing advantage of the best characteristics of well-known
techniques. In seeking such goal, we rely on philosophical
grounds in order to create a framework of analysis. Then,
we test the framework against a sample of medical records
distinguishing within it: i) references concerning real enti-
ties; ii) reference concerning epistemological entities; iii)
other kinds of information contained in the record that are
relevant to the clinical practice. Finally, we offer a proposal
of a general arrangement encompassing all those representa-
tions into information systems.

2 METHODOLOGY

In order to reach better possibilities of medical record repre-
sentation, we need to organize the kinds of information they
enclose. We here take advantage of well-known techniques
for dealing with medical information, like ontologies and
information models. The methodology is composed by the
following steps.

First, we develop a framework of analysis, which draws on
inputs from philosophy, particularly, from Karl Popper’s
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three worlds and its usefulness in health information science
[3]. We also consider recent researches on the medical on-
tologies, namely, the Basic Formal Ontology (BFO) [10]
the Ontology of General Medical Science (OGMS) [20] and
the Information Artifact Ontology (IAO) [12]. Despite em-
pirical evidences suggesting the feasibility of such ap-
proaches, different views can be found in the literature [13,
17]. In addition, we take into account other significant ad-
vances in binding realist ontologies and information models.
As second step, we test such framework over a complex
clinical history developed by The New England Journal of
Medicine. We choose that source for didactic reasons, bene-
fiting from the journal’s academic focus, which summarizes
clinically useful information. Everything represented in the
summary is important to physicians and therefore all entities
are considered in our scope of computer processable infor-
mation. The record was analyzed with the aim of identifying
underlying propositions.

In order to identify propositions, a domain expert tran-
scribed the records in sentential fragments that make sense
for him. The domain expert was asked to identify the reason
for recording those entities and the information that is being
conveyed by the representation. The transcription draws
upon principles of logic and controlled languages [8, 9],
which allowed identification of entities recorded in natural
language, outside the particular context in which the event
took place [23]. In addition, on the classification side, we
use the rationale underpinning OGMS. On the logical side,
we took in account that some natural language parts of
speech do not have room in logical statements. Even though
this is a well-known fact, for example with respect to an
adverb, the very same one may be relevant to characterize a
clinical situation.

Finally, we took apart the found according to their suitabili-
ty to each approach. Thus, we organize the information of
the medical record in four kinds, which are so employed to
recommend both a data arrangement and a scenario of col-
laboration among different representations.

3 FRAMEWORK OF ANALYSIS

There is no consensus about the best way to represent the
myriad of situations that occurs during a medical encounter.
A useful approach relating reality, cognition and representa-
tions was proposed by Popper in his theory of three worlds
[15]. Those worlds are described as follows:

World 1: the physical world;

World 2: the world of mental states;

World 3: the world of contents of thought.
Within those three worlds, objects are real on their own and
each one can modify each other. One example is the learn-
ing of a new language, which is a modification of World 2
(the process of learning) by a World 3 entity (language
itself). Popper’s theories receive critics [3], but also favora-

ble claims in which it is considered a useful model to un-
derstand epistemic information [1].Accordingly, one can
find additions and improvements of the Popper’s views,
which propose additional sub-divisions into the original
layers [4, 14]. A complete discussion of such a theory is,
though, beyond the goals of this paper.

Then, we propose a framework of analysis as depicted in
Fig. 1, which was created to organize information according
the best possibility of representation.

| REALITY

78

COGNITIVE
REPRESENTATIONS

0D

\ |
1
4 CONCRETIZATIONS

OF COGNITIVE

REPRESENTATIONS
Figure 1 — Framework use for analysis

O o] [l

O - Ontology
M - Information Model
| — Information (Record)

R - Procedural/Reasoning rules

In this framework, everything begins at level of cognitive
representations when a physician observes the reality at the
patient side (arrow 1). Each of these entities are filtered by
cognition and represented by 2 artifacts (arrow 2). Ontologi-
cal entities (entity O) are analyzed according to strict philo-
sophical tenets, and are based on reality itself rather than
mental representations of a physician. Examples of ontolog-
ical entities are cells, anatomical features and chemical
substances. Information model entities (entity M) stand for
cognitive representations of reality, and may include entities
without a referent in reality. Examples of these include
“severity” of pain and a “feeling well” sensation. Then, the
physician creates a record (entity I) to register those repre-
sentations according to his practical and theoretical know-
ledge (arrow 3). Constantly, other physicians can interpret
records and reality (arrow 4), resulting in new cognitive
representations. Finally, the physicians involved in health-
care make judgments, and process past and current informa-
tion. Some of this processing of information (arrow 5)
follows medical training rules, which determine the likelih-
ood of a diagnosis, the correct interpretation of a exam re-
sult, to mention but a few. The representation of this
process of reasoning is also required for care continuation, a
complementary part of the record (entity R). Examples of
this include rules to interpret lab data, as hemoglobin level <
12 g/dl means “low hemoglobin level”; and relevant nega-
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tive information such as “lack of bowel alteration during
episodes”.
Our approach to the model is rather more pragmatic — our
goal here is to establish a methodology to distinguish real
entities from epistemological entities represented as infor-
mation entities in the World 3. Within the framework
created we recognize at least four kinds of information to be
separated according to their suitability for information sys-
tems:
e Data that represent aspects of the reality;
e Data that represent useful constructs for the medical
practice not empirically verifiable;
e Data that represent observations about the reality, not
reality itself;
e Data that represent observations about the physician
understanding of the clinical situation, not about reality.
Under this model, we still contend to the fact that neither
representations of the reality nor representations of thought
processes are interpreted in the same way by two people.
However, allowing manipulation of the World 3 entities is
fundamental for the development of new features in medical
systems, such as decision support, inferences and informa-
tion classification, and discovery.

4 TEST OF THE FRAMEWORK

We here make a preliminary test of the framework by ana-
lyzing individual information entities contained in medical
records. Figure 2 depicts a small extract of the clinical case
available at http://www.nejm.org/multimedia/interactive-
medical-case [19]. Once we obtain a sentential fragment
from a domain expert evaluation, we thus isolate what could
be represented in realism-based ontologies following the
rationale of OGMS, BFO and AIO. After that, we arrange
other information according to kinds mentioned in section 3.
The final results systematize the information contained in a
medical record in keeping with the information system that
it is suitable for.

Data representing aspects of the reality

Physician (BFO Role)

Woman (BFO - Object)

88 years-old (BFO Quality)

Patient report (AOI Information Content Entity)
Confusion, dizziness, tremor (OGMS symptom)
Duration of episodes (BFO temporal region)
Time between episodes (BFO temporal region)
Change in weight (OGMS symptom)

Aspirin (BFO continuant)

Aspirin taken daily (AIO rule)

Physical exam finding of that encounter (OGMS Physical
examination finding)

Glucose (BFO Continuant)

Diagnosis of hypoglycemia (OGMS diagnosis)
Insulinoma (BFO continuant)

Figure 3 — Data sample: realist bias

Data that represent useful constructs for the medical
practice

... transient episodes of confusion, dizziness, tremors, and
anxiety a year earlier (each episode being correlated as
caused by a single entity)

No abnormal sensation

... episodes are unpredictable

Confusion

General: well appearing

Chest: clear to auscultation

Abdomen: soft and nontender

Figure 4 — Data sample: data not empirically verifiable

Data that represents observations about the reality

“An 88-year-old woman presented to the emergency room
with confusion. She began having transient episodes of
confusion, dizziness, tremors and anxiety a year earlier.
These episodes were unpredictable, lasting for minutes and
then abating spontaneously, and had been increasing in
frequency since they began. The patient felt well between
episodes and reported no abnormal sensation, change in
weight, or relation of symptoms to meals, fasting or physi-
cal activity.”

Frequency of episodes

Increase in the frequency of episodes
36° of temperature

76 beats per minute

114/60 mmHg

Glucose concentration

Aspirin dosage

Figure 5 — data sample: observation of the reality

Data that represents observations about the physicians
understanding

Figure 2 — Extract of the medical history

In what follows, we present samples of data obtained from
the medical record and classified according to kinds pro-
posed in section 3. Fig. 3, 4, 5 and 6 depict such samples.

Insulinoma causing hypoglycemia
Relation symptoms vs. meals

Figure 6 — Data sample: observations of one’s under-
standing, not reality itself

This data classification was based on both the levels of
representation provided in section 2 and the explanation
provided in section 3. From the empirical assessment by
physicians, the categories suggested from Fig. 3 to Fig. 6
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were created. The relation between the proposed framework
and the organization of data from medical records can be
summarized as follows:

= “Data representing aspects of reality” (Fig. 3) were
mapped from processes (1) and (2) to entities (O)

(Fig.1);

= “Data that represent useful constructs for the medi-
cal practice” (Fig.4) were mapped from the process
(1) and (2) to entities (M) (Fig.1);

= “Data that represents observations about the reali-
ty” (Fig. 5) were mapped from process (3) to enti-
ties (I) (Fig.1);

= “Data that represents observations about the physi-
cians understanding” (Fig. 6) were from processes
(4) mapped to entities (R) (Fig.1).

According to the scenario developed so far, we propose a
data arrangement to deal properly with all these kinds of
data. The data could then be processed by the suitable sys-
tem and the equivalent representation. The arrangement of
data and a scenario of collaboration different systems are
depicted in Fig.7:

Ontology-driven based
system
conceptual-oriented data

]

Ontology-aware based
system
realistic-oriented data

... improves ...

ontologies aligment

findi techniques
indings

enrich ...

=

MEDICAL

RECORD
N

provides data for

NLP techniques

‘ text format
A

] Physician’s
reasoning

text format

Record of pacient [[]
narrative

&

NLP techniques

Figure 7 — Final arrangement of medical data

5 DISCUSSION

Medical practice is still heavily grounded in the study of
signs and symptoms, which are interpreted by a physician in
the search for a diagnosis about a clinical situation. Medical
reasoning is a sum of different cognitive practices including
induction, abduction and deduction [16]. As a written repre-
sentation of a medical encounter, a medical record is closely
related to medical reasoning practices and how a physician
understands pathological process at that time. However,
interpretation by computers and semantic interoperability
[2] require explicit and shared definition of terms, in order
that they can be manipulated without information loss. Our
framework attempts make it possible by making clearer the

distinctions between reality, medical understanding and the
recording of it, while maintaining the medical record as the
main data source.

The first important distinction is the separation between
information about reality and reality itself. In the context of
medical practice, common mistakes have been found when
there is no separation of information [6] [22]. For example,
a “cancelled surgery” is not a “surgery” which never ex-
isted, but a “plan” for a “surgery” which had the content
modified”. This strategy can be used to allow proper repre-
sentation of non-existing entities in DL-logic, the most
currently embraced family of logic, while maintaining con-
sistency and coherence with realist ontologies tenets [21].
Also, we follow [18] in the description of clinical situations
for a useful way of expressing modality, temporal status of
symptoms, signs or diseases, and for representing the “sub-
ject of care” construct, which is very important for care
processes reasons.

Even though one can consider such distinction trivial, we
observe that medical systems are currently being developed
world-wide without consider what “sort of data” is suitable
to what “sort of system”. We believe that the commitment to
standards addresses only a small piece of the interoperabili-
ty problem. Our belief is based on the observation that such
interoperability problem is yet critical today, despite several
standards that have been proposed throughout the years. Our
arrangement is an attempt to explore other possibilities of
representation for different kinds of systems, considering
the real collaboration among them (Fig.7).

With this arrangement proposal, we suggest that it is useful
to distinguish what should and what shouldn’t be rigorously
represented as ontological entities. Our framework sug-
gests that, while the medication (and the analyzed sample)
and chemical entities (blood and glucose) are real entities,
the results are in fact information about them (data items).
For example, the blood glucose measurement refers to the
glucose blood concentration at the exact moment of blood
sample collection. It is, therefore, empirically verifiable.
However, the value of the measurement does not refer to the
existence of the enzyme in the real world, and the same
entity in reality may be described using different measure-
ment units, laboratory methods and confidence intervals.
Besides, the information is analyzed using a sequence of
pre-established thinking rules, according to clinical training.
For example, in the clinical case present in section 4, the
value 40 mg/dl is below normal values (80 mg/dl) and,
therefore, suggests the diagnosis of hypoglycemia. It will be
interpreted according to a reasoning rule, not according to
the structure of reality itself, and is suitable to procedural
operations instead of pure logical reasoning. The same rea-
soning principle holds for other kinds of rates (beats/minute,
mg/kg). It is important to emphasize that these rules of in-
terpretation (normality levels) are also based on historical
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events which had an almost arbitrary definition of normality
[23], and may change at any time.

A pragmatic look at the medical record and the categories of
our analysis has shown some aspects that current medical
systems solve reasonably well using current relational data-
bases, such as medication dosage and laboratory analysis
results. Computerized Patient Order Entry (CPOE) systems
are relatively widespread and have successfully replaced
free-text orders, though actual improvements in healthcare
processes haven’t yet come to full extent [7].

Finally, one can argue about examples presented (section 4).
For example, the entity “confusion” is exhibited both in data
with realist bias (Fig. 3) and data not empirically verifiable
(Fig. 4). However, the former represents a condition as
reported by a patient; the latter represents a physician’s
perception of a patient condition. Also, in Fig. 3, one can
claim that diagnosis is not exactly entity pertaining to reali-
ty. However, in our framework based in OGMS, a diagnosis
is taken as a data record.

6 FINAL REMARKS

In this paper, we present a distinction that includes the re-
presentation of entities referring to the physician’s or the
patient’s understanding of a situation. Otherwise said, they
represent reality as seen and interpreted by a human being,
therefore not objective statements. In the focused record, we
found many instances where this distinction is beneficial.
We argue that, by separating entities as proposed, one is
able to safely talk about the clinical case without harming
the interoperability of the medical record. We also suggest
an arrangement able to encompass these proposed kinds of
data and related systems.

The presented approach is an attempt towards the clarifica-
tion of critical aspects of data categories. Certainly, it needs
more progress in order to have direct impact on the intero-
perability issue. As future work, we intend to create clear
rules to divide kinds of information in a semi-automatic
fashion. Then, it will be possible to test our approach
against a greater sample. In seeking this, we aim to explore
the best characteristics of different systems and data repre-
sentations.
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